Oracle PL/SQL tips:

It is a good idea to use exception handling in your stored procedures, but during testing the use of exception handling code may obscure what the problem is.   What I mean is that the line of the program which is cited during error display is the line of the program where the exception handling code resides.  What you should consider is commenting out the exception handling portion temporarily, then running the proc from SQL*Plus, and noting the line number there.  

Another related tip relates to cursors within procs.  If you can successfully compile a program which uses cursors, don’t expect cursor definition errors to be uncovered there.  The error will be surfaced only when you run the procedure.  Again, if you have exception handling code which uses the OTHERS clause, it may not be obvious what the problem is.  Always copy and paste the SELECT which defines the cursor into SQL*Plus and isolate it there (replacing variables with appropriate constant values in the SQL*Plus query of course.)

In PL/SQL, you can use the RAISE instruction to make control of processing move to your exception handler or that of the owning block, if any.  Oracle provides about 2 dozen named exceptions, which can therefore be trapped by using their name in the EXCEPTION area of your program.  What about those hundreds of others which might occur, and for which you want dedicated exception handlers?  Use the PRAGMA EXCEPTION_INIT( ) function to associate a freeform label of your choice for any known Oracle error number.  The benefit is you can have more specific responses to possible outcomes.  Note however that control never returns to the section of your code which raised the exception.  RAISE_APPLICATION_ERROR is intended to send messages back to the client application.  RAISE is like a GOTO, whereas RAISE_APPLICATION_ERROR is like a 'message and return' method.

If you run interactive queries through SQL*Plus, then you have full discretion over all the variations of DML.  If, however, you put a SELECT command into a PL/SQL block, then you have two possible ways to make this work, a SELECT INTO statement and the use of a cursor.
  
The first option is to do a SELECT ... INTO my_var [, my_var2, my_var3]  
where all the columns in the SELECT match up with a variable declared in your declaration section.  (If a program is a procedure or function, then the word DECLARE is not normally accepted, incidentally).  

One easy way to ensure that the receiving variables have the appropriate datatype is to use the %TYPE attribute, which always uses the type of the specified table/column.  This is called an 'anchored' datatype.

If your SELECT ... INTO returns more than one row, you easily generate an 'exception', which causes Oracle to interrupt and try to process this error condition.  One easy way around this, and the second way generally, is to use a cursor, and do a single FETCH (i.e., do not process the cursor inside a loop). This approach does permit better control over the processing, and is actually recommended.

If you actually want to process more than one row in the result set, you may use any of several looping constructs, where a cursor fetch is done implicitly or explicitly within that loop.

Notice also that you may create a cursor which signals its intention to update the database with the SELECT ... FOR UPDATE 
syntax.  This is coupled with the use of UPDATE/DELETE   WHERE CURRENT OF cursorname to provide a cursor which automatically knows which single row in the cursor should be processed. 

You can create functions which are available orthogonally throughout SQL queries, and available from triggers, procedures and other user-defined functions.  This is one of the  hidden treasures of Oracle

