Supplemental Notes 	Number 5








Highlights of the First Eight Days








SQL*Plus is one of several ‘client’ applications which can connect to an Oracle database and perform work on it. We also saw Schema Builder and Query Builder.  SQL*Plus will play an interesting role in creating programs using the PL/SQL language, as you will see during the last 8 days of your training sequence.


You should probably always use Schema Builder to do any DDL, for so many reasons.  


Any INSERT / UPDATE / DELETE action on a table (or view, conditions permitting) is subject to an automatic ‘logging’ behavior on the server, which means that if the server crashes, it can recover using the logs and ‘remember’ where it was.  Another implication of the logs is that changes you appear to be making through your connection are not truly applied to the database until you issue the COMMIT command.  The opposite is to do an ‘undo’ by sending the ROLLBACK command.


There are a couple of ways that COMMIT can be sent; one way is to just log off SQL*Plus, which does an automatic COMMIT.  This is opposite to the setting found in competing RDBMS, so watch out.  You may also change the AUTOCOMMIT setting in SQL*Plus, which COMMITs every single INSERT / UPDATE / DELETE command as soon as you send it, making ROLLBACK impossible.  For the last way, see next note.


If any DDL is passed to Oracle through SQL*Plus, you get an automatic COMMIT, so do not mix DML and DDL if you can avoid it, or you lose control over your transactions (Module 12).


Remember to distinguish between single-row functions and aggregate or group functions. Single-row functions (Module 9) are the great majority of functions, such as TO_DATE(), TO_CHAR(), UPPER(), MONTHS_BETWEEN(), ROUND(), TRUNC(), and so many others.  They are given that name because they apply on a row-by-row basis.  Group functions (Module 10), as they are called in your courseware, are also often called Aggregate functions.  They work ‘down’ through one or more rows, and do ‘rollup’ type calculations, such as headcount, total payroll, etc.  The MIN(), MAX(), COUNT(), SUM(), AVG() and other aggregates, such as STDDEV() and VARIANCE(), can either apply to an entire table, a portion identified by a WHERE clause, or can work on the group level within the table by using GROUP BY.


Views, introduced in Module 6, are very handy in breaking complex queries down into more manageable parts.


Subqueries let you take a step-by-step approach to solving a problem, where the results of the ‘bottom-most’ query are generated, then handed off to the query directly above it, and on to the top. Only the final results are ever shown.


A join is a very powerful operation which is often needed in any relational database.  Joins are often needed because database designers try to design all tables in a highly ‘normalized’ way.  The only thing we need to know about normalization at this level is that normalization tends to store data we may need in more than one table.  Normalization, however, also helps us by storing shared data values in related tables, typically by having foreign keys in one table referring to primary keys in another.  For example, the state_code column in training_site refers to the state_code column in the state table.  The TABLES.SQL file which I have sent you through email, and which is on your hard drive, shows the FOREIGN KEY constraints which support this design.


A very easy way to create all or most of a join sentence is to run Query Builder, then log in and select the tables you are joining.  Once you have chosen to include them in the workspace, you will see a line connecting any related tables.  Select any columns you want to see, then click on the menu choice Query  Show SQL;  See the screen shots on the next page
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Once you have selected tables, and chosen columns, you can do additional parts of the query in Query Builder, but you can finally take whatever you  have built here and copy / paste it into SQL*Plus:
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This is available from menu choice in Query Builder named Query, then Show SQL. Select this text with your mouse, then use {Ctrl} C to copy the syntax into the Windows clipboard.  Switch over to SQL*Plus, then use menu operations Edit>Paste or just do {Ctrl} V to insert this into the SQL*Plus buffer.  Run it with the / character.  If you need to add additional WHERE clauses or an ORDER BY, type EDIT once it’s in the buffer, and take it from there.  I consider this a nice, labor-saving compromise to building lots of types of queries.


The necessary Join syntax, (which in this example would be two clauses) is automatically built for you)





The Entity-Relationship diagram you automatically get in Query Builder and Schema Builder shows Foreign Key definitions, which are the main way that Joins are supported











